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Approximate Hybrid High Radix Encoding for
Energy-Efficient Inexact Multipliers

Vasileios Leon , Georgios Zervakis , Dimitrios Soudris, and Kiamal Pekmestzi

Abstract— Approximate computing forms a design alternative
that exploits the intrinsic error resilience of various applications
and produces energy-efficient circuits with small accuracy loss.
In this paper, we propose an approximate hybrid high radix
encoding for generating the partial products in signed multipli-
cations that encodes the most significant bits with the accurate
radix-4 encoding and the least significant bits with an approxi-
mate higher radix encoding. The approximations are performed
by rounding the high radix values to their nearest power of two.
The proposed technique can be configured to achieve the desired
energy–accuracy tradeoffs. Compared with the accurate radix-4
multiplier, the proposed multipliers deliver up to 56% energy
and 55% area savings, when operating at the same frequency,
while the imposed error is bounded by a Gaussian distribution
with near-zero average. Moreover, the proposed multipliers are
compared with state-of-the-art inexact multipliers, outperforming
them by up to 40% in energy consumption, for similar error
values. Finally, we demonstrate the scalability of our technique.

Index Terms— Approximate computing, error resiliency, low
power, radix encodings, signed multipliers.

I. INTRODUCTION

IN MODERN embedded systems and data centers, energy
efficiency is a mandatory design concern. Considering that

a large amount of application domains exhibits an intrinsic
error tolerance, e.g., digital signal processing (DSP), image
processing, data analytics, and data mining [1], [2], approx-
imate computing appears as an effective solution to reduce
their power dissipation. In approximate computing, error has
been viewed as a commodity that can be traded for significant
gains in cost (e.g., power, energy, and performance) [3],
and as a result, it composes a promising design paradigm
targeting energy-efficient systems by extremely decreasing the
power consumption of inherently error resilient applications.
Specifically, approximate computing exploits the innate error
tolerance of the respective applications and deliberately relaxes
the correctness of some computations, in order to decrease
their power consumption and/or accelerate their execution.

Recently, targeting to take advantage of its benefits, mas-
sive research has been conducted in the field of hardware
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approximate circuits. The main targets are arithmetic units,
e.g., adders and multipliers, that are the core components in
many embedded devices and hardware accelerators. Extensive
research is reported in approximate adders [4]–[8], providing
significant gains in terms of delay and power dissipation.
However, research activities on the approximate multipliers
[9]–[21] is less comprehensive compared with the respective
on approximate adders. In inexact multipliers, approximations
can be applied on the partial product generation [16]–[18],
as well as the partial product accumulation [9]–[11], [13].
Approximations on the partial product generation and approx-
imations on their accumulation are synergistic, and can be
applied in collaboration in order to achieve higher power
reduction [17], [18], [22]. Although significant research has
been conducted in the partial product accumulation, research
activity on the approximation of the partial product generation
is still limited. Finally, another limitation of the existing
approximate multipliers is that the majority of them (see [9],
[10], [12], [19], [20]) does not examine signed multiplication.

In this paper, targeting the design of inexact multipliers
by applying approximations on the partial product generation,
we propose a novel approximate hybrid high radix encoding.
In the proposed technique, the most significant bits (MSBs)
of the multiplicand are encoded using the radix-4 encoding,
whereas the k least significant bits (LSBs) are encoded using
a radix-2k (with k ≥ 4). To simplify the increased complexity
induced by the proposed hybrid encoding, the circuit for
generating the partial products is approximated by altering
accordingly its truth table. Hence, the number of the partial
products decreases significantly and simpler tree architectures
are used for their accumulation, reducing the multiplier’s
energy consumption, area, and critical path delay. The major
contributions of this paper are summarized as follows.

1) We propose and enable the application of hybrid high
radix encodings for the generation of energy-efficient
approximate multipliers, exceeding the increased hard-
ware complexity of very high radix encodings.

2) The proposed technique can be applied to any multiplier
architecture and is reconfigurable, enabling the user to
select the optimal per application energy–error tradeoff.

3) An analytical error analysis is conducted, showing that
the output error of the proposed technique is bounded
and predictable. Such a rigorous error analysis leads to
precise and a priori error estimation for any input distri-
bution, without the need of time-consuming simulations.

4) We show that the proposed technique outperforms
related state-of-the-art approximate signed multipliers in
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terms of hardware and accuracy, achieving up to 40%
less energy dissipation for comparable error values.

More specifically, the proposed technique is applied to a
16×16 bit multiplier and is evaluated using industrial strength
tools, i.e., Synopsys Design Compiler, PrimeTime, and Mentor
Graphics ModelSim. Compared with the accurate multiplier,
the proposed technique delivers up to 55% energy and area
reduction, for mean relative error up to 0.93%. Moreover,
compared with related state-of-the-art approximate computing
signed multipliers, i.e., [15], [17], [18], our technique out-
performs them significantly in terms of energy consumption
and error. Finally, we examine the scalability of the proposed
technique and show that for the same error value, the delivered
energy savings increase as the multiplier size increases.

The rest of this paper is organized as follows. Section II
overviews the related work in the field of approximate adders
and multipliers. In Section III, the proposed approximate
hybrid high radix encoding is introduced and its application
for generating inexact multipliers is described. In Section IV,
the error analysis of the proposed approximate multipliers is
presented, while in Section V, we evaluate the proposed tech-
nique by comparing it with related state-of-the-art approximate
multipliers. Finally, Section VI concludes this paper.

II. RELATED WORK

In this section, prior works in the field of approximate
multipliers, related to our proposed design, are discussed.
As far as the approximate adders are concerned, [4] produces
approximate adders by simplifying the logic used in the
adder. Gupta et al. [5] design imprecise full adder cells by
approximating their logic function and then use them to build
approximate adders. Nevertheless, it is not clear how these
adders can be used in different tree architectures and how
the error scales in the case of multioperand accumulation.
Reference [6] proposes an approximate adder that consists of
an accurate and an inaccurate part. Reference [7] designs a
multiplier in which the LSBs of the additions are approximated
by applying bitwise OR to the respective input bits. In [8],
a fast approximate adder is produced by limiting the carry
propagation, based on a proof that the longest carry chain
in an n-bit adder is log n. However, despite the fact that
all these techniques demonstrate the benefit of approximate
computing, their fixed functionality and low-level design limit
further improvements in efficiency.

Regarding the approximations in multiplication schemes,
Kulkarni et al. [9] propose an underdesigned 2 × 2 inaccurate
multiplier block to produce the partial products, and then use it
as a building block to design larger multipliers. This technique
is characterized by high error and hardware overhead for the
error detection and correction due to the small building block.
Momeni et al. [10] propose two approximate 4:2 compressors
to accumulate the partial products by modifying the respective
accurate truth table, and then use them to build approximate
multipliers. The negative aspect of this technique is that there
is no parameter to adjust the accuracy of the multiplier. Lin
and Lin [11] introduce a high accuracy approximate 4 × 4
Wallace tree multiplier by employing a 4:2 approximate

counter that reduces the partial product stages, and then use it
to build larger multipliers. However, the delay is large due
to the array structure of the multiplier. Kyaw et al. [12]
propose a multiplier that divides the operands in two parts:
an accurate multiplication-based part that includes the MSBs
and an approximate nonmultiplication-based part for the LSBs
that does not generate partial products. This design delivers
significant reductions in power and delay, but only for specific
input combinations. Moreover, Liu et al. [13] propose an
approximate multiplier with configurable error recovery that
uses inaccurate fast adders for the partial product additions.
Although this multiplier delivers low power, the error imposed
cannot be predicted, as it depends on the carry propagation.

Narayanamoorthy et al. [14] statically split the operands in
three m-bit segments and perform the multiplication utilizing
the segment that contains the most significant nonzero bit.
However, this approach exhibits small scalability, as m should
be at least half the operand bit-width in order to keep the accu-
racy in acceptable limits. Reference [15] extended this idea to
enable dynamic range multiplications. The dynamic partition
technique requires extra components for the signed multi-
plications, adding significant hardware overhead. Recently,
Zendegani et al. [21] proposed a multiplier that rounds the
input operands into the nearest exponent of two. Finally, [23]
replaces the floating-point operations with fixed-point ones,
and by applying the proposed stochastic rounding, achieves
good accuracy results in training deep neural networks while
delivering high energy savings by limiting the data precision
representation.

The modified Booth encoding is commonly used in signed
multipliers [16]–[18], [24], [25]. Although these techniques
perform fast multiplications, the number of the partial prod-
ucts is not reduced in most cases, in contrast with our
design. Zervakis et al. [16] introduce the partial product
perforation technique, where they omit the generation of
some partial products based on the modified Booth encoding.
Jiang et al. [17] propose an approximate radix-8 booth multi-
plier that uses an approximate adder for producing ±3 A, and
combine this idea with the truncation method. Recently, Liu
et al. [18] designed approximate modified Booth encoders by
modifying its K-Map, and combined them with an approximate
compressor.

In this paper, an approximate hybrid high radix encod-
ing for designing energy-error efficient inexact multipliers
is proposed. The difference with the existing related work
is that it concerns approximations on the generation of the
partial products, and can be combined with any accumulation
technique, approximate or not. Another significant aspect of
this paper is that the error imposed depends only on the
configuration parameter k, and as a result, it can be calculated
without the need for exhaustive simulations. Consequently,
a precise estimation of the output quality can be extracted
for the application’s inputs, giving the flexibility to target the
maximum energy reduction for a specific error bound.

III. APPROXIMATE HYBRID HIGH RADIX MULTIPLIERS

High radix encodings offer partial products reduction, and
as a result, their accumulation requires smaller trees, leading
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to energy, area, and/or delay savings. However, high radix
encodings require complex encoding and partial product gener-
ation circuits, negating thus the benefits of the partial products
reduction. In this section, the proposed hybrid high radix
encoding and the performed approximations for simplifying its
circuit complexity are presented. In the proposed technique,
the multiplicand B is encoded using the approximate high
radix encoding, generating B̃, and the approximate multiplica-
tion A· B̃ is performed. Finally, its adaptation on inexact 16-bit
hardware multipliers is described, and a qualitative analysis is
conducted, targeting to estimate the potential area gains.

A. Hybrid High Radix Encoding

In the proposed hybrid high radix encoding, B is divided in
two groups: the MSB part of n − k bits and the LSB part of k
bits. The configuration parameter, k ≥ 4, is an even number,
namely, k = 2m: m ∈ Z, with m ≥ 2. The MSB part is
encoded using the radix-4 (modified Booth) encoding, while
the LSB part is encoded with the high radix-2k encoding

B = −bn−12n−1 +
n−2∑

i=0

bi 2i =
n/2−1∑

j=k/2
k≥4

y R4
j 4 j + y R2k

0 (1)

where

y R4
j = −2b2 j+1 + b2 j + b2 j−1 (2)

and

y R2k

0 = −2k−1bk−1 + 2k−2bk−2 + · · · + b0. (3)

The radix-4 encoding includes (n − k)/2 digits y R4
j ∈

{0,±1,±2}, while y R2k

0 ∈ {0,±1,±2,±3, . . . ,± (2k−1 − 1),
−2k−1} corresponds to the radix-2k encoding. Overall, B is
encoded with (n − k)/2 + 1 digits.

The above hybrid high radix encoding is characterized
by increased logic complexity, due to the high radix values
of y R2k

0 that are not power of two, and thus, an approximate
version is proposed. However, in order to retain high accuracy,
the radix-4 encoding of the MSB is performed accurately.
In particular, in the approximate encoding, all the values that
are not power of two and the k − 4 smallest powers of two
as well, are rounded to the nearest of the 4 largest powers of
two or 0, so that the sum of all the values of the approximate
digit ŷ R2k

0 is 0. We choose to keep only the four largest powers
of two, so that the radix-2k encoding circuit requires only
about the double area in comparison with the accurate radix-4
encoder. Therefore, B is approximately encoded as follows:

B̃ =
n/2−1∑

j=k/2
k≥4

y R4
j 4 j + ŷ R2k

0 (4)

where

y R4
j ∈ {0,±1,±2} (5)

and

ŷ R2k

0 ∈ {0,±2k−4,±2k−3,±2k−2,±2k−1}. (6)

TABLE I

ACCURATE RADIX-4 ENCODING TABLE

TABLE II

APPROXIMATE RADIX-2k ENCODING TABLE

Table I presents the accurate radix-4 encoding. The output
signals sign j , ×1 j , and ×2 j define the radix-4 digit y R4

j . Their
logic equations are the following:

sign j = b2 j+1 (7)

×1 j = b2 j−1 ⊕ b2 j (8)

×2 j = (b2 j+1 ⊕ b2 j ) · (b2 j−1 ⊕ b2 j ). (9)

Table II presents the approximate radix-2k encoding. The
logic equations of the encoding signals that define the radix-
2k digit ŷ R2k

0 are the following:
sign = bk−1 (10)

×2k−4 = (bk−2 · bk−3 · bk−4 + bk−2 · bk−3 · bk−4)

· (bk−4 ⊕ bk−5) (11)

×2k−3 = bk−1 · bk−2 · (bk−3 · bk−4 · bk−5 + bk−3 · bk−4)

+ bk−1 · bk−2 · (bk−3 · bk−4 · bk−5 + bk−3 · bk−4)

(12)

×2k−2 = bk−2 · bk−3 · (bk−1 + bk−4)

+ bk−2 · bk−3 · (bk−1 + bk−4) (13)

×2k−1 = bk−1 · bk−2 · bk−3 + bk−1 · bk−2 · bk−3. (14)

The effectiveness of the approximate hybrid radix encoding
technique is explored with its application to 16-bit signed
numbers, for k = 6, 8, 10, namely, the LSBs are encoded using
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Fig. 1. i-bit partial product generator based on (a) accurate radix-4 encoding and the approximate (b) radix-64, (c) radix-256, and (d) radix-1024 encoding.
ai : i-bit of operand A, ai = ai ⊕ sign.

Fig. 2. Partial product tree based on the hybrid encoding of accurate radix-4 and approximate (a) radix-64, (b) radix-256, and (c) radix-1024 encoding. �:
partial product bits from the approximate high radix encoding. •: partial product bits from the accurate radix-4 encoding. and : inverted MSBs of the
partial products. � and ◦: sign factors.

the radix-64, radix-256, and radix-1024 encoding, respectively.
In the radix-64 encoding, the bits of B are grouped as in

y R4
6 y R4

4 y R64
0︷ ︸︸ ︷ ︷ ︸︸ ︷ ︷ ︸︸ ︷

b15b14b13b12b11b10b9b8b7b6b5b4b3b2b1b0︸ ︷︷ ︸ ︸ ︷︷ ︸ ︸ ︷︷ ︸
y R4

7 y R4
5 y R4

3

. (15)

The following values of the digit y R64
0 are rounded to their

nearest power of two: ±1, ±3, ±5, ±6, ±7, ±9, . . . , ±15,
±17, . . . , ±31 are rounded to ±4, ±8, ±16, or ±32, while
the smallest powers of two, i.e., ±1 and ±2, are rounded
to 0 or ±4.

In radix-1024 encoding, the bits of B are grouped as
follows:

y R4
6 y R1024

0︷ ︸︸ ︷ ︷ ︸︸ ︷
b15b14b13b12b11b10b9b8b7b6b5b4b3b2b1b0︸ ︷︷ ︸ ︸ ︷︷ ︸

y R4
7 y R4

5

. (16)

Similarly, the nonpowers of two are rounded
to ±64, ±128, ±256, or ±512, and the
smallest powers of two (±1, ±2, ±4, ±8,
±16, ±32) are rounded to 0 or ±64. The encoder’s
inputs are the bits b9, b8, . . . , b0, the approximate radix-1024
digit is ŷ R1024

0 ∈ {0,±64,±128,±256,±512}, and the output
signals that define ŷ R1024

0 are sign, ×64, ×128, ×256, ×512.

B. Partial Product Generation

In the proposed hybrid encoding, the n − k MSBs of B are
encoded with the accurate radix-4 encoding, while the k LSBs
are encoded with an approximate radix-2k encoding. The accu-
rate radix-4 encoder produces the signals defined in (7)–(9),
whereas the approximate high radix encoder produces the
signals of (10)–(14). Overall, there is a reduction of k/2 − 1
partial products generated in the multiplication A · B̃.

TABLE III

PARTIAL PRODUCTS PER RADIX ENCODING

In Fig. 1, four partial product generators are presented,
i.e., the circuit of the accurate radix-4 encoding and the ones
of the three approximate high radix encodings discussed in
Section III-A. The partial products created from each encoding
are shown in Table III. In addition, the three hybrid high radix
encodings create the partial product trees shown in Fig. 2.
The trees also include the encoding’s correction term (constant
terms and sign factors).

The implementation of the partial product accumulation can
be chosen by the designer. In this paper, an accurate Wallace
tree [26] is used to implement the partial product’s sum,
whereas the two outputs produced by the Wallace tree are
added using a prefix (fast) adder. Overall, the multiplication
circuit consists of stages of operand hybrid radix encod-
ing, partial product generation, partial product accumulation,
and final addition. The proposed approximate multipliers are
named RAD2k , showing the selected approximate high radix
encoding, e.g., RAD64, RAD256, and RAD1024.

C. Unit Gate Model

The advantage of the approximate hybrid high radix mul-
tipliers is their simple logic, resulting in fast operation and
low power performance. Although overhead is added because
of the encoding circuits, it is insignificant because of the
approximations made. Also, this offset is compensated with
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TABLE IV

UNIT GATES AREA OF THE RADIX ENCODERS AND
PARTIAL PRODUCTS GENERATORS

TABLE V

UNIT GATES AREA SAVINGS OF RAD MULTIPLIERS

the partial product generators that deliver low area, and the
reduction of the number of the partial products.

In order to give a theoretical evaluation of the proposed
multipliers, an area gate model is included. The area eval-
uation is performed by using the unit gate model of [27]:
a XOR-2 gate counts as 2 unit gates, an AND-2 or an OR-2
gate is equal to 1 unit gate, and a NOT gate is equal to 0.5 unit
gate. According to this model, Table IV presents the number
of unit gates of each circuit used in our multipliers.

Overall, the accurate radix-4 n-bit multiplier uses n/2
radix-4 encoders and n2/2 radix-4 partial product generators to
produce the n/2 n-bit partial products. Similarly, the proposed
approximate radix-2k, with k ≥ 4, requires (n − k)/2 radix-4
encoders, 1 radix-2k encoder, n(n − k)/2 radix-4 partial
product generators, and n + k − 2 radix-2k partial product
generators.

The partial product accumulation is implemented by
a Wallace tree [26]. The multioperand accumulation
of m n-bit numbers in carry-save form requires m − 2 n-bit
carry save adders, while the n-bit carry-save adder requires n
full adders [28]. Also, a full adder is equal to 7 unit gates
according to the used model. Therefore, since the accurate
radix-4 multiplier accumulates m = n/2+1 operands (includ-
ing the correction term), the partial product accumulation
requires 7n(n − 2)/2 unit gates. Similarly, the partial product
tree of the proposed multipliers consists of m = n/2−k/2+2
operands, and thus, the accumulation requires 7n(n − k)/2
unit gates. Regarding the final accurate 2n-bit addition, it is
performed by a fast adder that consists of 2n half adders of 3
unit gates, n log2 2n propagate group circuits of 3 unit gates,
and 2n XOR-2 gates.

Based on the previous analysis, Table V presents the
total number of area unit gates required in the accurate
radix-4 16-bit multiplier (ACCR4) and the proposed

approximate multipliers (RAD64, RAD256, and RAD1024).
The results concern the radix encoding, the partial product
generation, the partial product accumulation, and the final
addition. The area reduction achieved in our designs is up
to 33.16%. However, the unit gate model is a simplified
model (e.g., does not take into account the interconnections
complexity), but gives a rough estimation for the area reduc-
tion. The exact hardware reductions achieved in our designs
are presented in Section V.

IV. ERROR ANALYSIS

A critical issue in approximate computing designs is the
error imposed due to the approximations and how it affects
the final results. In this section, an error evaluation analysis
of the proposed multipliers is presented. In [29], an error
evaluation metric is proposed, being called mean relative error
distance (MRED). RED is defined as the arithmetic difference
between the accurate product and the approximate product
divided by the accurate product, while MRED is the average
of REDs for a set of inputs (22n are all the possible input
combinations for a n × n bit multiplier). The possibility of
having RED smaller than 2% (PRED) is another important
error metric used in [17] and [18] for evaluating approximate
radix multipliers.

Considering the multiplication of two n-bit numbers,
A and B , with B̃ being the approximate encoded operand,
RED is calculated by

REDAB = |AB − AB̃|
|AB| = |B − B̃|

|B|
=

∣∣y R2k

0 − ŷ R2k

0

∣∣
∣∣∣∣
∑n/2−1

j=k/2
k≥4

y R4
j 4 j + y R2k

0

∣∣∣∣
. (17)

Hence, RED depends only on B and REDAB = REDB .
Assuming that pA and pB are the probability density func-
tions (pdfs) of A and B , respectively, MRED is calculated
by

MRED =
∑

∀A,B

pA(A)pB(B)REDAB

=
∑

∀A

pA(A)
∑

∀B

pB(B)REDB =
∑

∀B

pB(B)REDB

=
∑

∀B

pB(B)
|y R2k

0 − ŷ R2k

0 |∣∣∣∣
∑n/2−1

j=k/2
k≥4

y R4
j 4 j + y R2k

0

∣∣∣∣
. (18)

In the case of uniform distribution, MRED is obtained by
setting pB(B) = 1/2n .

In Fig. 3, the pdfs of RED for the RAD64 multiplier and
the distribution of RED according to the encoded operand B
for the multipliers RAD2k , k = 6, 8, 10 are presented. The
pdf of RED is similar for the other two multipliers and shows
that the probability of having small RED is high. The error
distribution follows a Gaussian distribution with bounds for
maximum error, i.e., the error is very small for large values of
B . In particular, RAD64 exhibits RED more than 10% only
if B ∈ [−100, 100]. The respective intervals for RAD256 and
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Fig. 3. (a) PDF of RED for RAD64 and RED values of (b) RAD64, (c) RAD256, and (d) RAD1024.

RAD1024 are [−400, 400] and [−1500, 1500]. However, these
intervals represent a very small fraction of all the possible
values of B in 16-bit arithmetic. Therefore, the possibility of
having RED more than 10% is 0.001%, 0.004%, and 0.02%
for RAD64, RAD256, and RAD1024, respectively.

Finally, the provided equations enable the calculation of
the error propagation in more complex hardware accelerators.
Consider two approximate products P1 and P2, produced
by the proposed RAD multipliers, with errors εp1 and εp2 ,
respectively. Using [30], the propagated errors of the addition
y and the multiplication p are obtained by

y + εy = P1 + P2 + εp1 + εp2 + ε+ (19)

p + εp = P1 · P2 + P1 · εp2 + P2 · εp1 + εp1 · εp2 + εp1 p2

(20)

where ε+ is the error introduced by the addition operation and
εp1 , εp2 , and εp1 p2 are obtained from (17).

In conclusion, in terms of error, the proposed RAD multi-
pliers constitute very efficient approximate designs. Even the
RAD1024, that induces the highest error, features MRED only
0.93% and PRED 93.26%. Moreover, although high errors
may be produced, the probability of such an error is negligible.
For example, for the RAD1024 multiplier, the probability of
RED being higher than 10% is 0.02%.

V. EXPERIMENTAL RESULTS

This section includes the evaluation of the proposed design
in terms of accuracy (error) and hardware (delay, area, power,
and energy). For comparisons, the accurate radix-4 and radix-8
multipliers are implemented, as well as the approximate multi-
pliers [15], [17], [18]. R8ABM1 and R8ABM2-15 [17] use the
radix-8 encoding and calculate 3 A with an adder
that operates approximately for the 8 LSBs. Addi-
tionally, R8ABM2-15 truncates 15 bits of the partial
products. R4ABM1-14, R4ABM1-16, R4ABM2-14, and
R4ABM2-16 [18] use the accurate radix-4 encoder for produc-
ing the MSBs of the partial product tree, and an approximate
radix-4 encoder for its LSBs (14 and 16), with R4ABM2 per-
forming more approximations than R4ABM1. The radix mul-
tipliers of [17] and [18] are implemented to accumulate
accurately the partial products with a Wallace tree, just as
the proposed multipliers of this paper. Finally, DRUM6 [15]
selects a 6-bit segment starting from the leading nonzero bit
of the input operands and sets the LSB of the truncated values
to “1.”

TABLE VI

APPROXIMATE MULTIPLIERS COMPARISON

All the examined multipliers are implemented in Verilog,
synthesized using Synopsys Design Compiler and the TSMC
65-nm standard cell library and simulated with Mentor Graph-
ics ModelSim. The critical path delay and the area are reported
by Synopsys Design Compiler, while the power consumption
is measured with Synopsys PrimeTime-PX tool using all the
possible input combinations. All the designs are synthesized
and simulated at 1 V, i.e., the nominal supply voltage. All
the examined multipliers are evaluated and compared as both
stand-alone circuits and as components of real-life applica-
tions. The applications used in this evaluation consist of typical
examples where approximate computing is applied.

A. Evaluation at Circuit Level

In this section, we experimentally evaluate the examined
multipliers as stand-alone circuits. Table VI presents the
comparison results of all the approximate multipliers in terms
of hardware and accuracy. Power and area have been measured
at the critical path delay of each multiplier, while energy is
defined as the product of power and delay. Regarding the
error values, both MRED and PRED have been obtained by
performing exhaustive simulations over all the possible input
combinations. The error metrics of our multipliers have also
been calculated and verified in software, by using (17) and (18)
presented in Section IV.

RAD64 gives the best MRED among all the designs,
as approximations are performed only in the 6 LSBs of B .
In addition, the approximated values have small absolute
distance from the accurate. In R4ABM1-14, a very small error
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Fig. 4. Delivered savings of the proposed approximate multipliers compared
with the accurate radix-4 multiplier when operating at the same frequency.

is introduced, considering that only four entries of the radix-4
encoder’s K-Map are modified [18], while R8ABM1 has a
small MRED, because the approximate adder used to cal-
culate 3 A involves both accurate and approximate parts.
However, the errors of R8ABM1 are of greater significance,
namely, there are large absolute distances from the exact
results, a factor that can damage the functionality of a real-
life application. In R8ABM2-15, the error does not increase
significantly, although the 15 LSBs of the partial products are
truncated. This is due to the correction “1” added to the 17th
bit that compensates the error generated by the truncated lower
part [17]. Finally, DRUM6 delivers the worst MRED among
all the multipliers with 1.47%, although its error distribution is
bounded. In conclusion, the proposed approximate high radix
multipliers deliver MRED smaller than 1% as stand-alone
circuits, meaning that they can be used in real-life applications
that tolerate the mean errors of 5% or 10% in total [31].

DRUM6 has the worst critical path delay, as it initially
calculates the absolute value of the products [15], while our
approximate multipliers RAD64, RAD256, and RAD1024 are
the fastest circuits, with the delays of 0.72, 0.69, and 0.65,
respectively. Regarding energy, R8ABM1 delivers the worst
energy consumption among all the multipliers, as it may use
an approximate adder to calculate 3 A, but it contains a
7-bit precise adder to ensure the accuracy of the results [17].
The energy dissipation is improved in R8ABM2-15 due to
the truncated partial product bits. However, as our multipliers
feature small MRED, the truncation technique can be applied
to them as well, in order to give even better hardware
reductions. The radix-4 multipliers of [18] exhibit similar
results, with R4ABM2-16 delivering the highest area and
energy savings (among the multipliers of [18]). The energy
dissipation can be further reduced by using approximate partial
product accumulation [18]. RAD1024 features the best energy
consumption, with DRUM6 being second, delivering however
quite large MRED compared with the other multipliers.

Next, we evaluate the proposed designs by exploring the
energy and area savings compared with the accurate radix-4
multiplier. The main target of approximate computing is to
trade accuracy for energy gains, i.e., generate good enough
results at comparable performance and lower energy con-
sumption. Thus, in this evaluation, we leverage the delay
slack between the RAD multipliers and the accurate one, and
targeting energy efficiency, we synthesize and simulate the
RAD designs at the critical path delay of the accurate radix-4.
Hence, in Fig. 4, we examine the delivered savings of RAD
multipliers compared with the accurate radix-4 when they
operate at the same frequency. High energy and area reduction

Fig. 5. MRED–energy tradeoff of the examined approximate multipliers.

are attained by the RAD multipliers, and it is shown that the
gains become even more significant when using higher radix
encoding, since less partial products are generated. In these
designs, the number of the partial products is reduced from 8
to 6, 5, and 4, and thus, the area and the depth of the Wallace
tree are reduced by up to 50%. Also, using only powers of two
for the encoding reduces significantly both area and energy,
with RAD1024 delivering reductions of about 56% in energy
consumption and 55% in area.

Fig. 5 shows a comprehensive comparison of all the mul-
tipliers by considering both MRED and energy consumption
in a Pareto diagram. The purpose of the Pareto diagram is
to extract the most efficient designs in terms of energy–error.
As shown, the Pareto front is formed exclusively by RAD
multipliers. Hence, the proposed RAD designs constitute the
most efficient approximate multiplier alternatives, compared
with all the examined state-of-the-art approximate multipliers,
as they exhibit the best energy–MRED tradeoff. RAD64 attains
the smallest MRED value and should be preferred when error
is of high importance, while RAD1024 delivers the highest
energy reduction. Finally, RAD256 features significant energy
reduction for a very small error value.

The presented analysis regards fixed point arithmetic, but
it can also be extended in floating point multiplication. In
the latter case, the proposed RAD multipliers can replace
the fixed point multiplication of the mantissas performed
in a floating point multiplier. As the induced error is very
small, it affects only the mantissa’s accuracy and the exponent
value (computed by an accurate adder) is calculated precisely.
Therefore, similar error values are expected in case of floating
point multiplication. Finally, the energy savings depend on the
floating point representation and in the case of high precision,
similar or even higher savings are expected.

B. Evaluation at Application Level

In this section, we evaluate the proposed multipliers over
real-life applications, in order to demonstrate the benefits of
replacing the accurate radix-4 multiplier with a RAD one,
and examine its impact on the application’s accuracy. The
examined benchmarks are the Sobel edge detector, a 32-tap
finite impulse response (FIR) filter, and the matrix multiplica-
tion. These benchmarks belong to the image processing, DSP,
and machine learning domains, i.e., typical domains where
approximate computing is applied.

Table VII shows the delivered reductions in critical path
delay, energy consumption, and area when using the respective
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TABLE VII

HARDWARE GAINS AND ACCURACY RESULTS OF REAL-LIFE APPLICATIONS WITH APPROXIMATE MULTIPLIERS

approximate multiplier in the examined applications. The
presented percentages are calculated with respect to the delay,
energy consumption, and area of every benchmark when using
the accurate radix-4 multiplier. Additionally, the accuracy
results of each benchmark are reported. Next, we present the
benchmarks and evaluate the approximate multipliers accord-
ing to the attained savings and output error.

1) Sobel Edge Detector: A common filter for finding the
boundaries of the objects of an image is the discrete Sobel
operator [32]. The Sobel operator consists of two 3 × 3
kernels that are applied linearly to the image to compute an
approximation of the gradient of the image intensity function.
The first kernel computes the changes in brightness in the
horizontal orientation, and the second one in the vertical
orientation. The image is filtered in 3 × 3 regions. Let I be a
3 × 3 region, the new value of its central pixel is computed
by the application of the Sobel kernels S1 and S2

Ik(2, 2) =
∑

∀i, j∈[1,3]
I (i, j)Sk(i, j), k = 1, 2. (21)

Then, all the changes in brightness are computed as follows:

E(2, 2) =
√

I1(2, 2)2 + I2(2, 2)2. (22)

For evaluating the performance of edge detection with the
16 × 16 bit approximate multipliers, an input image of 16-bit
pixels is used. The percentage of the edges detected using the
approximate multiplier over those detected using the accurate
radix-4 is used as quality metric. Fig. 6 presents the original
input image, and the output images produced by the linear
filtering using an accurate and the approximate multipliers.

As shown in Table VII, the RAD multipliers achieve the
highest accuracy by detecting almost all the edges (more
than 99.87% edges are detected). Moreover, they deliver up
to 54.84% energy, 46.02% area, and 8.38% delay reduc-
tion, respectively. DRUM6 attains the highest energy reduc-
tion (55.26%) that is slightly larger than the one of RAD1024.
However, DRUM6 induces a delay overhead of 7.78% and
detects 1% less edges compared with RAD1024. Further-
more, it is worth to note that although R8ABM1 and
R8ABM2-15 feature small MRED values, they perform poorly
in this benchmark, since they detect only 58.90% and 54.41%

Fig. 6. (a) Input image. (b) Edge detection with accurate multiplier.
(c) RAD64. (d) RAD256. (e) RAD1024. (f) R8ABM1. (g) R8ABM2-15.
(h) R4ABM1-14. (i) R4ABM1-16. (j) R4ABM2-14. (k) R4ABM2-16.
(l) DRUM6.

of the edges, respectively. In conclusion, the proposed RAD
multipliers are the most efficient in detecting the edges of an
image while delivering high energy savings.

2) FIR Filter: In signal processing, filtering is a process
for removing unwanted features from a signal, e.g., specific
frequencies or frequency bands. We evaluate the efficacy of
the approximate multipliers when applied to an FIR filter.
Specifically, we designed a 32-tap low-pass FIR filter with
cutoff frequency equal to 20 kHz and 16-bit coefficients.
The multiplications are performed with the approximate
multipliers, while the additions are accurate. The quality
metric is MRED, where RED is defined as the absolute RED
between the output of the accurate FIR filter and that of the
approximate one. The 200 000 random generated inputs are
used in this evaluation. The output of an FIR filter equals to
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Fig. 7. Energy and delay savings of the proposed RAD multipliers for scaled
multiplier bit-width and constant error bound MRED = 0.28%.

the convolution of the input signal and the filter’s coefficients,
and is calculated by accumulating the multiplications of the
discrete input values with the coefficients.

As presented in Table VII, the RAD designs deliver both
the highest accuracy (smallest MRED) and highest energy
reduction. The proposed multipliers achieve up to 34.14%
energy reduction for small MRED value 3.60%. As in the
previous benchmark, R8ABM1 and R8ABM2-15 feature high
error value, i.e., 13.51% and 33.98%, respectively. More-
over, in this benchmark, DRUM6 achieves significant energy
reduction (21.43%) for considerable error (9.18%). However,
these values are worse compared with the proposed RAD1024,
i.e., 12.71% less energy reduction and 5.58% higher error.
Finally, compared with the other two benchmarks, the induced
error by the approximate multipliers in the FIR filter is larger.
This is explained by the fact that in FIR, every output depends
on the previous ones, and as a result, an error occurred in a
previous computation is propagated to the next ones.

3) Matrix Multiplication: Matrix multiplication has signif-
icant application in the fields of signal processing, graphics,
and machine learning. It is an operation that is used either as a
common stand-alone function or forms a kernel of more com-
plex computations in larger designs. For evaluation purposes,
we created a circuit that performs the matrix multiplication
3 × 3 tilling. The quality of this benchmark is evaluated again
with MRED, as it is defined in the FIR filter. Similarly, 200 000
random generated inputs are used in this evaluation.

As shown in Table VII, all the multipliers perform very well
in terms of accuracy. Compared with the examined inexact
multipliers, the proposed RAD designs achieve higher energy
savings for similar error values. RAD1024 delivers 37.7%
energy reduction for only 0.57% MRED value. R4AMB1-
14 and RAD64 feature the smallest MRED (0.07%), but
RAD64 attains 2% higher energy reduction compared with
R4AMB1-14. Similarly, R4AMB2-14 and RAD256 exhibit
similar MRED, while RAD256 delivers 18.66% higher energy
savings.

In conclusion, the utilization of the proposed RAD designs
in real-life application delivers significant energy, area, and
delay reductions for a small and acceptable application
error [31]. Moreover, they outperform all the examined state-
of-the-art approximate multipliers in all the metrics examined.

C. Evaluation of RAD Scaling

In this section, we examine the scalability of the pro-
posed technique in terms of increased multiplier’s bit-width.

More specifically, we study the impact of the proposed tech-
nique, in terms of energy savings and delay gains, over scaled
multiplier size, i.e., 16, 24, and 32 bit. We consider the accu-
rate radix-4 multiplier as the base architecture for comparisons,
and a constant MRED value of 0.28% as a quality constraint.
We select 0.28% as the error bound, since it is the MRED
value of the 16-bit RAD256. In Fig. 5, RAD256 attained
a very efficient energy-error tradeoff, i.e., significant error
reduction for very small error. Fig. 7 shows how the reduc-
tions in delay and energy consumption scale with respect
to the multiplier’s size. For the 16-bit multiplier, the high
radix-28 encoding (RAD256) is considered, while the 24-bit
and 32-bit multipliers are designed with the high radix-216 and
radix-224 encodings, respectively, in order to deliver the same
mean error. The reductions in energy consumption and delay
scale up to 22% and 64%, respectively, for a small mean error
equal to 0.28%. Thus, the results show that as the multiplier’s
size increases, the proposed technique achieves higher gains
in critical path delay and energy dissipation for the same error.

The scaling behavior is theoretically confirmed, as the RAD
designs of Fig. 7 have MRED = 0.28% while generating
37.50%, 58.33%, and 68.75% less partial products for 16, 24,
and 32 bit, respectively. More specifically, each one generates
5 partial products in total, i.e., 1 approximate and 4 accurate,
in contrast to the 8, 12, and 16 partial products generated,
respectively, by the accurate radix-4 multiplier.

VI. CONCLUSION

In this paper, we propose an approximate hybrid high
radix encoding for generating the partial products of a signed
multiplier. The MSBs of the multiplicand are encoded with
the accurate radix-4 encoding, while its k LSBs are encoded
with an approximate high radix-2k encoding, with k being
a configuration parameter that adjusts the tradeoff between
accuracy and energy consumption. The error of the pro-
posed technique follows a Gaussian distribution with near
zero average. Compared with state-of-the-art inexact multi-
pliers, the proposed ones constitute better approximate design
alternative, outperforming them in both energy consumption
and accuracy. Furthermore, we showed the efficiency of the
proposed multipliers when applied in real-life applications.
Finally, the proposed technique is scalable, delivering higher
energy savings for the same error, as the multiplier’s size
increases.
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